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Introduction
The present document describes a proposed new workstation-based
 loader for authority records for the Vger system, to be written in the near future at Northwestern University Library. This loader is intended to replace
 the vendor-supplied ‘bulkimport’ server program with a loader for authority records that can be used by as many Vger customers as possible.

This new loader will work from a source file of records,
 loading new and changed records and removing deleted records. As it does this work, the program will detect problems associated with those records and the changes they represent, and either report those problems or handle them directly. (The precise behavior of the program will be controlled by a daunting array of options.) The authority loader program will be able to send correction requests to either the ‘pending’ or ‘approved’ conflict resolution queue.
 The program will report other errors in the format expected by Northwestern University’s ‘conflict resolution’ program.
 A few special errors will be reported only as simple text messages.
The authority loader program recognizes three flavors of authority records: LCSH, MeSH
 and LC/NACO names, and maintains separate load profiles for each flavor. In the case of MeSH authority records, if the special processing based on 072 fields described in Appendix A is requested, then the program assumes that all of the records in the file of records presented to it are of the same flavor (as determined by the first record in the file of records to load); LCSH and LC name authority records can be mixed together in the source file.
 The program will ignore any records in the source file that are not authority records, and will ignore any authority records that are not recognizable LCSH, MeSH or LC/NACO name authority records.
General outline
The authority loader program opens the input file of authority records
 and reads the records one at a time. The program converts each record to the appropriate Vger character set.
 The program extracts the control number
 and heading (1XX field) from each record, and normalizes them.
 If the control number in an LCSH record begins ‘sj’ and the operator has selected the option to discard AC records, the program discards the authority record. (On option, the program writes discarded ‘sj’ records to an output file in MARC format.)
The authority loader program recognizes two broad classes of records, based on the code contained in Leader/05 (record status):
· delete records (Leader/05 codes ‘d’, ‘s’ or ‘x’)
· active records (all other Leader/05 codes)  
The program stores the records in each class in a separate work area (an array of authority records and associated information). The program handles each group of records in an appropriate manner.
When the program has finished its processing, all of the actions implied by records in the source file will have taken place. New authority records will have been added, some existing authority records will have been overlaid, and other existing authority records will have been deleted. Changes to bibliographic records implied by changes to authority records will have either been initiated by the program, or reported for operator resolution.

The program prepares a statistical summary of its activity, zero or more output files in MARC format, and zero or more text files, depending on the nature of the problems encountered, the nature of their resolution, and options selected by the operator. The operator is expected to review the statistical summary and other files, and take necessary additional actions.
Handling of records added to the ‘delete’ array
As the program adds each record with Leader/05=’d’ found in the source file to the array of deleted records, it uses the control number (010 or 035) to search for a version of the record in the local authority file. The program deletes all matching records from the local authority file as it encounters them. The program writes any delete records that cannot be deleted because of some Vger error to a text file, and prepares an error report. 
On option, the program writes a copy of each deleted authority record to a file in MARC format.

If the deletion of an authority record would leave in the local authority file at least one authority record of the same type and bearing the same heading, the program deletes the authority record without searching for matching bibliographic records.
 If the deletion of an authority record removes the last authority record of this type with this heading, the program searches for bibliographic records that contain the heading found in the deleted authority record; if the program finds any matching bibliographic records, it reports them for resolution (even if a new or changed authority record in the input file bears the same heading).
 If the local database does not contain a copy of the authority record to be deleted, the program uses the heading in the incoming record to search Vger for bibliographic records containing the heading and reports any that it finds.

The program performs additional work with the array of deleted records once it has finished other tasks. This work is described below.
Handling of records in the ‘active’ array
As the program adds a record to the array of active records, it uses the control number (010 or 035) to search for a version of the record in the local authority file. If the program finds a match,
 it considers the incoming record an overlay record and will eventually replace the record in the local authority file, regardless of the incoming record’s Leader/05 code. If the program finds no match for the control number, it considers the record a new record and will eventually create a new authority record in the local authority file, regardless of the Leader/05 code.
The control number of a record added to the array of active records may not also appear as a control number in the array of deleted records.

After it has read all of the records in the input file, the program sorts the array of active records into four broad groups:
· title headings (series and non-series)
· name/title headings (series and non-series)
· all other headings that begin with subfield $a
· subject subdivisions 

The program sorts each group in reverse alphabetical order, by the NACO-normalized form of the 1XX field (the 1XX field from the matching record, if a match was found; otherwise the 1XX field from the incoming record).
The program sorts records in this manner for several reasons:

· With records sorted first by broad group the operator will receive any problem reports associated with headings in that group as a clump. Because the four broad groups correspond to the index type in the Vger cataloging client’s search dialog, the operator will only occasionally need to change the index type when searching for problems.
· Changes to subdivision authority records will be encountered after changes to all other headings; the program will only encounter a general change to all instances of a subdivision after it has encountered any specialized changes that apply to particular headings.

· With headings sorted in descending alphabetical order, the program will automatically encounter changes to headings that contain a main heading plus extensions (subdivisions, subordinate units, etc.) before it encounters main headings alone. This allows for proper handling of cases in which a main heading alone and also with extensions are to be corrected, but the correction of the heading with extensions differs from the correction of the main heading.

New records

If a record is new to the local authority file and contains a ‘formerly on undifferentiated name record’ note, the program searches for a matching authority record by the control number found in the 667 field (the program does not change this secondary authority record as a result of this match) and extracts from that record its 1XX field, which it uses to search Vger for bibliographic records. (On option, the program creates a 688 field in the new authority record for this ‘old’ heading.) If any of the bibliographic records retrieved by this search can be found among the new authority record’s 670 fields, the program will on option prepare a correction request to change the headings in those particular items to the new heading; if the program is directed not to prepare such a correction request, it will report the situation. If any bibliographic records remain under the heading in the secondary authority record and are not represented among the 670 fields in any new version of the secondary authority record (or, failing a replacement for the secondary record, in the current version), the program will report the situation.
On option, the program prepares a list of new headings (i.e., the 1XX fields in authority records labeled ‘new’), or a list only of those new headings that do, or do not, match bibliographic headings.

On option, the program prepares a list of new subdivision authority records.

On option, if the authority record does not already contain an 043 or 781 field, the program adds an an 043 and/or 781 field.

Overlay records
The program prepares a merged version of the incoming record by transferring information from the existing version of the record into the incoming record. This work is controlled by a large number of options.
 If the NACO-normalized forms of the 1XX fields in the existing and incoming records are different, on option the program preserves the heading in the new version if not already present.

If a marker in the existing version of the record indicates that the existing version of the record must not be overlaid automatically,
 the program sends the incoming record to a file in the MARC format.

If the NACO-normalized forms of the 1XX fields are not the same, or if the only difference between the 1XX fields lies in punctuation, capitalization, diacritical marks or other matter masked by NACO normalization: If the former version of the heading does not appear as a cross-reference in the revised authority record, the program searches for bibliographic records that contain the heading found in the original version of the authority record.
 The program may prepare a heading correction request (controlled by options similar to those available already in the cataloger’s toolkit). If the program does not submit a heading correction request, it eventually reports any bibliographic records that appear to need review.
 For LCSH records, on option the program neither performs nor suggests corrections if the only difference between the old and new headings is a difference in the use of subfield codes $v and $x; for these, the program can write messages to a file instead.
The program treats a change in the ‘unique heading’ byte (008/32) as something like a changed heading, but with a difference.
 If all of the Vger bibliographic records that contain the heading in the incoming record (not including any records covered by a correction request prepared in other steps
) can be identified in the 670 fields in the incoming authority record, the program does not report any change; otherwise, it reports an error.

On option, the program prepares a list of changed subdivision authority records. 
On option, the program writes a copy of each authority record as it existed before overlay to a file in MARC format.

Having done all this preliminary work
The program changes the Vger authority file, overlaying or adding new records as appropriate. Any add or overlay record that cannot be added or overlaid because of some Vger error is written to a separate file in MARC format, and a message is written to an error file.

Final steps

The program BAMs each deleted, new or overlaid authority record as originally found in the local authority file.
 If the program discovers anything inappropriate (the meaning of ‘inappropriate’ is defined by a series of options),
 it either submits a correction request (if such is appropriate, and allowed by additional options) or prepares a report.

The program searches all occurrences of 010 subfield $z in incoming records against 010 subfield $a in the local database, and reports any matches.
Appendix A: MeSH authority records
MeSH authority records are available annually for free downloading from NLM as two files: a complete file of all MeSH authority records (which does not indicate deleted headings), and a maintenance file showing only changes made (including deletes) during the update cycle. Depending on the desired result, either file may be loaded into a Vger database with the authority loader program described in this document. If a library wishes to load the entire MeSH record set, it should load the complete file; if a library wishes to update an existing complete MeSH record set, it should load the update file. Because the complete MeSH file does not indicate which records have been deleted, a library should not load the complete file unless it knows that the local authority file does not contain any MeSH authority records, or if it has some independent mechanism for identifying and deleting MeSH authority records in the local file that are not in the current version of the complete file.

The authority loader program’s configuration options for loading MeSH authority records include boxes for the names of two input files: one box for the name of the complete file, and one box for the name of the annual update file. Either one of the boxes, or both boxes, may contain file names, depending on the effect to be achieved, and the selection of other options. (A library would only download both files and supply the program with both file names under the special circumstances described in this Appendix.) Libraries using this program to load MeSH records should be extremely careful to tell the program what kind of files are to be processed, by putting the correct file names into the correct boxes.

One of the options available for loading MeSH records relates to the automatic generation of 5XX fields. MeSH authority records contain few or no reference tracings for broader and narrower terms (and very few reference tracings for laterally-related terms). What MeSH authority records do contain is a subject category code in the 072 field. This code indicates the location(s) within the MeSH hierarchy occupied by a given subject. For example:

	Subject category code (072 field)
	MeSH heading

	A1
	Body Regions

	A1.378
	Extremities

	A1.378.800
	Upper Extremity

	A1.378.800.75
	Arm

	A1.378.601
	Lower Extremity

	A1.378.610.500
	Leg


The authority loader program, by comparing the 072 fields in all of the records for MeSH main headings, is able to determine which headings are ‘broader’ and ‘narrower’ than other headings, and can add to each authority record the 550 fields (with proper subfield $w coding) necessary to express those relationships. For example:

150 $a Body regions

550 $w h $a Extremities

150 $a Extremities

550 $w g $a Body regions

550 $w h $a Lower extremity
550 $w h $a Upper extremity

150 $a Upper Extremity

550 $w g $a Extremities

550 $w h $a Arm

150 $a Arm

550 $w g $a Upper Extremity

150 $a Lower Extremity

550 $w g $a Extremities

550 $w h Leg

150 $a Leg

550 $w g $a Lower Extremity

The authority loader program generates these 550 fields for MeSH main headings (MeSH authority records for main heading/subdivision combinations do not contain 072 fields), and can only perform this pre-processing step reliably when it is presented with a file containing all of the main headings. If a library uses the authority loader program to load the complete MeSH file, the program will (if the option to generate 550s is chosen) successfully generate 550 fields for the relevant records.

What about libraries that have already loaded the complete MeSH file, and wish to maintain 550 fields in their records? Such libraries should download both the complete MeSH file and the annual update file from the NLM site, and identify both of those files to the authority loader program in the appropriate boxes. If the authority loader program is given both the complete and the annual update file, the program will read both files, and will copy into a scratch file all of the records in the update file plus all of the records for main headings in the complete file that are not otherwise included in the update file. The program uses this combined scratch file of MeSH authority records as its eventual source file. In this manner, the routine for generating 550 fields has available to it a file containing all main MeSH headings.
Here are some numbers, for your information: The update MeSH file processed at Northwestern University in January 2005 contained about 38,000 records, about 23,000 of which represented main MeSH headings. The authority loader program extracted 135 additional authority records for main headings from the complete MeSH file. (For whatever reason, that year’s update file contained nearly every MeSH main heading.) The authority loader program added about 60,000 narrower and broader 550 fields to the MeSH authority records.

Question to answer somewhere: can we generate broader references for LCSH headings from the narrower tracings? Can we maintain such references, based on update files?
Appendix B: Control numbers
The program uses the following scheme for processing control numbers in incoming authority records. Some of the aspects of this scheme are of note only for historical purposes, but are included for completeness.

If the authority record contains an 001 field:

· If the field begins ‘n##’, ‘n#2’, ‘no#’, ‘no2’, ‘nr#’, ‘nr2’, ‘sh#’, ‘sh2’, ‘sj#’ or ‘sj2’,  the program looks for 010 subfield $a. If 010 $a is present, the program deletes the 001 field; if this subfield is not present, the program copies the text of the 001 field to 010 subfield $a, and deletes the 001 field. The program uses 010 subfield $a as the control number.

· If the field begins with any other characters, the program inspects subfield $a of the 040 field. If 040 $a contains ‘DNLM’ the program copies the 001 field to a new 035 field with the prefix ‘(DNLM)’ and deletes the 001 field. The program uses this 035 field as the control number.
If the authority record does not contain an 001 field, it must either contain 010 $a that begins with a recognized prefix (listed above), or 035 $a that begins with the prefix ‘(DNLM)’. If an authority record does not meet these criteria, the program discards the incoming authority record.

Appendix C: Adjustments made to incoming records
The program makes the following adjustments to records as it pulls them from the source file and places them in its internal arrays.

· For all records, delete the 003 field.

· If the record comes from an LCSH source file, if 008/11 (subject system code) contains ‘z’ (other subject heading system; code may be in 040 $f), on option change 008/11 to ‘a’ (LCSH). On option report such records, whether changed or not.
· For LCSH records, if 008/09 contains a code other than ‘a’ or ‘d’ (the authority record does not represent an established heading or subdivision), on option change 008/09 to ‘a’. On option, report such records, whether changed or not.
· For LCSH records, if 008/11 (subject system code) is ‘n’ (not applicable) and 008/15 (subject use code) is ‘b’ (cannot be used as a subject), on option change 008/11 to ‘a’ and 008/15 to ‘a’. On option, report such records, whether changed or not.

· If the second indicator in any 050 field is blank, change the second indicator to ‘0’ (zero).
· If the first indicator in any 082 field is blank, change the first indicator to ‘0’ (zero).
· If an LCSH record contains a 151 field with exactly three subfields, the second of which is ‘$xHistory’ and the third of which is $y (chronological subdivision), on option create one reference tracing by manipulating the 151 heading so that can be arranged chronologically, instead of as text.
 If subfield $y contains a ‘century’ heading, substitute a range of dates; if subfield $y begins with something other than a numeral and contains a comma followed by a space and at least one numeral (ignoring for the moment the text “ca.” that may appear immediately following the comma), reverse the positions of the numerals following the comma and the text preceding the comma, placing the text within parentheses and removing any “ca.” that begins the numeric portion. (The program will not add this reference tracing if it duplicates an existing reference tracing.) If a reference tracing is added and 008/29 (reference tracing evaluation) contains code ‘n’, change 008/29 to ‘a’.
Examples of reference tracings created:

151 $a United States $x History $y Colonial period, ca. 1600-1775

451 $a United States $x History $y 1600-1775 (Colonial period)

151 $a United States $x History $y 19th century

451 $a United States $x History $y 1800-1899

151 $a United States $x History $y Civil War, 1861-1865

451 $a United States $x History $y 1861-1865 (Civil War)

· If any MeSH record contains a 1XX or 4XX field (other than a 4XX field containing subfield $w) bearing the text “[publication” in any mixture of lower- and upper-case, optionally discard the text of the field beginning with the open bracket (and any preceding space) and continuing to the end of the field.

Appendix D: Adjustments made to all records to be sent to Vger
The program makes the following adjustments to add and overlay records immediately before the add or overlay operation.

· If any authority record contains a 5XX field whose Vger-normalized form matches the Vger-normalized form of a 4XX field in the same record, the program removes the 5XX field from the authority record, and prepares a report.

· If the record establishes a geographic name (151 contains subfield $a only) and the record does not contain an 043 or 781 field, the program will on option attempt to generate an 043 and/or 781 field. (Generating a reliable 043 or 781 field will not be possible in all cases.)

· 4XX fields are sorted by the normalized form of the heading.

· 5XX fields are sorted by the value in byte 0 of any control subfield $w (default value: ‘n’); 5XX fields in the same subfield $w group are sorted by the normalized form of the heading.

Appendix E: Scheme for merging records
Successful merging of authority records requires the adoption of a rigid scheme for indicating local additions. For the initial go-round, the program will recognize the Northwestern University Library scheme for identifying fields locally added to authority records; it may recognize other schemes as those schemes are developed.
The Northwestern University Library scheme for making changes to ‘national’ authority records consists of the following principles:

· Make no change to an authority record unless that change improves the functioning of the record for the public or for library staff

· Whenever appropriate, make the change to the ‘master’ copy of the authority record, so that it is available to all users of the authority record
· If a field must be added only to the local copy of the authority record, add subfield $5 to the field with the local institution symbol, to show that the field was added for local use. At Northwestern, subfield $5 is locally defined for all variable fields in the authority record with tags higher than 010, except for those fields that contain an institution code in parentheses (the 014 and 035
 fields), and those fields for which such labeling would not be appropriate (040 field; 1XX fields).

· If a change must be made only to the local copy of the authority record other than the addition of a field, and that change cannot be made to the ‘master’ copy of the record, add a code to the record to block automatic update.

Following this scheme, the authority loader must concern itself during merges only with variable fields bearing the local institution code in subfield $5.
 The program compares each such field in the existing version of the record against fields in the incoming version of the record; if not already present, the program copies the field (including the local institution code) from the existing version of the record to the incoming version of the record. The effect of this work is that fields locally added to authority records are automatically preserved when an update to the record is received.

The program takes similar steps for the series treatment fields (642 and 644-646 fields). The program concerns itself only with those fields bearing the local institution code. The program compares subfields $a and $d in those fields against subfields $a and $d in the incoming record.
 If the program finds a match, the program transfers the local institution code to the matching field in the incoming record; if the program does not find a match, the program adds a new field to the incoming record. (The program automatically sorts series treatment fields so that fields that contain the local institution code appear before fields with the same tag that do not contain the local institution code.)
The program also makes these changes to the 008 field:

· For name authority records, if 008/06 (indirect subdivision practice) is ‘i’ in the existing record but ‘n’ in the incoming record, it preserves the existing code.

· For series authority records, it preserves the value of 008/12 (type of series) in the existing record unless the existing record contains the fill character or ‘n’ in this byte
· If the merged authority record contains a 642 field with the local institution code in subfield $5 but 008/13 (numbered series) in the merged record contains any code other than ‘a’ or ‘c’, it preserves the value of 008/13 in the existing record if it is ‘a’ or ‘c’; otherwise it changes 008/13 to ‘c’. The program makes no change to 008/13 if no 642 field in the merged record bears the local institution code.

· If the finished record contains any 4XX or 5XX fields and 008/29 contains any code other than ‘a’ or ‘b’, the program changes 008/29 to ‘a’.
Special considerations for the 781 field: 

If the heading has not changed

If the existing record contains a 781 fields

If the incoming record contains no 781 field:

Copy the 781 field into the incoming record, retaining the subfield $5 marker

Else (781 fields differ)

Prepare a report

Else (existing record contains no 781 field)

If the incoming record contains no 781 field:

If it is possible to manipulate the heading to generate a 781 field

Add a 781 field to the incoming record, with subfield $5 marker

Else

Do nothing

Else (incoming record contains a 781 field, existing record does not)

Do nothing

Else (the heading has changed)

Ignore the 781 field in the existing record

If the incoming record lacks a 781 field

Generate a new 781 field from the revised heading, if possible

Else

Do nothing

Special considerations for 043 field: apply the logic outlined above for the 781 field.

Appendix F: Counters maintained by the program
· Records in the input file

·  ‘sj’ records discarded (LCSH input files only; on option, records written to MARC file)

· Records for which no control number could be found (records written to MARC file)
· Records that contain no 1XX field (records written to MARC file)

· Non-authority records in the input file (records written to MARC file)
· Duplicate records skipped (records discarded)
· Records added to delete array (additional counters for ‘delete’ records: number of subject subdivision records, number of title headings, number of name/title headings, number of other headings; also number of series headings)

· Records added to active array

· Records for which no match (by control number) was found

· Delete records for which no match was found

· Delete records for which a single match was found

· Delete records for which multiple matches were found

· Active records for which a single match was found

· Active records for which multiple matches were found

· Records in the ‘active’ array to be added as new (separate counters for ‘new’ records: number of subject subdivision records, number of title headings, number of name/title headings, number of other headings; also number of series headings)

· Records in the ‘active’ array to be used to replace an existing record (separate counters for ‘overlay’ records: number of subject subdivision records, number of title headings, number of name/title headings, number of other headings; also number of series headings)

· Searches performed from new records with ‘formerly represented by’ 667 fields

· Correction requests submitted, or error reports prepared, based on ‘formerly represented by’ 667 fields

· Overlays not processed because of blocking code in terminal 040 $d

· Overlay headings that differ for all reasons

· Overlay headings that differ only in the coding of subfields $v and $x

· Overlays that change ‘unique heading’ byte from ‘a’ to ‘b’

· Overlays that change ‘unique heading’ byte from ‘b’ to ‘a’

· Former headings preserved in 688 fields

· Authority records actually deleted

· Authority records not deleted because of Vger problem

· Authority records actually overlaid

· Authority records not overlaid because of Vger problem

· Authority records actually added as new

· Authority records not added as new because of Vger problem

· MeSH fields from which “[publication …’ was removed

· ‘History’ reference tracings added

· 050 second indicator changed from blank to zero

· 082 first indicator changed from blank to zero

· LCSH records with 008/11 ‘z’ changed to ‘a’

· LCSH records with 008/09 not ‘a’ or ‘d’ changed to ‘a’

· LCSH records with 008/11 ‘n’ and 008/15 ‘b’ changed to 008/11 ‘a’

· 5XX fields deleted because the Vger-normalized form matches a 4XX field in the same record

· 781 fields generatede

Appendix G: Reports and output files
· Overall statistical report (text)

· Records deleted from the  local authority file (MARC format)
· Records overlaid, before overlay (MARC format)

· Records with no 1XX field (MARC format)

· Discarded ‘sj’ records (MARC format)
· Non-authority records in the input file (MARC format)

· Incoming authority records with no recognized control number (MARC format)

· Multiple matches for the control number in the incoming record (reported in the format expected by the conflict resolution program)

· Bibliographic records that contain headings in deleted authority records (text file, including a version of the deleted authority records)

· Correction request to move bib records identified via ‘formerly represented by’ notes to a new heading, sent to either the pending or approved queue; or report of items identified via ‘formerly represented by’ notes that should be changed to a new heading (text file, including the new authority record)

· List of all new (non-subdivison) headings (text file)

· List of all new (non-subdivisoin) headings that match bibliographic records

· List of all new (non-subdivisoin) headings that do not match bibliographic headings

· List of new subdivisions
· List of overlay subdivisions

· Records not processed because of Vger error (MARC format, and text)

· Records that contain headings in deleted records

· Deletes not found in local file

· Overlay records not processed because of blocking code in local record (MARC format)

· Correction request to move bib records that contain a changed heading, sent to either the pending or approved queue; or report of changed headings that match authority records (text file)

· Changed headings that differ only in the coding of subfield $v/$x (text file)

· Changed headings needing operator review

Appendix H: Options for each flavor of record
· Discard ‘sj’ records; and write discarded ‘sj’ records to a file
· Change 008/11 (2 different types); report changes

· Change 008/09; report changes

· Process MeSH 072 fields into 5XX fields

· Handling options for each error type, including those discovered during final BAM

· Write deleted records to MARC file

· Prepare list of all new headings; or of new headings with matching bibliographic records; or new headings with no matching bibliographic records

· Prepare list of new subdivisions

· Options for overlay/merge

· Preserve changed heading in 688 field

· Create 688 for heading in secondary authority record

· Handling of items covered by formerly non-unique heading based on secondary heading: change or report

· LCSH: ignore $v$x coding differences; or report in text file instead of submitting for correction

· Generate 781 fields

· Generate $xHistory reference tracings

· Delete “[publication …” from MeSH 1XX and 4XX fields

More work needed here, obviously.

Appendix I: Various special conditions and tests
Reword this: During the course of its work, the program makes itself ‘aware’ if a change indicated for a heading plus extensions is the same as the change indicated for the main heading alone; it attempts not to submit redundant correction requests.
If an authority record for a conference heading with subfields $n, $d and/or $c is being deleted and the deleted heading exists in local bibliographic records, and if subfields of this heading up to $n, $d and/or $c exists in another authority record in the local file, or in another authority record in the incoming file, do not consider the heading to have changed, and do not report an error. Similarly, do not report as a ‘changed heading’ a conference heading from which subfields $n, $d and $c are all stripped without any change to the remainder of the heading.

If an authority record is being deleted and its 010 $a appears in a new or revised 010 $z but there is no 4XX for the heading in the deleted record, consider the heading in the deleted record to be an ‘old’ heading. However, in this case any associated correction request will be sent to the ‘pending’ queue instead of the ‘approved’ queue, regardless of the option selected.
Appendix J: Scheme used for the 688 field
The 688 field (application history note) carries textual information only, and defines only subfield $a.
 There is no provision in this field for showing changes to tag, indicators, or subfield codes. The authority loader program will use the following conventions when creating a 688 field:
· Subfield $a will begin with an introductory phrase to include the date from the 005 field in the incoming record and terminated by a colon

· The heading will be given in the form tag:indicators:text, with blank indicators shown as hash marks (‘#’)
· The subfield delimiter will be replaced by an underscore plus a dollar sign

· Subfield codes will be separated from surrounding text by spaces

· The local institution’s code will be added at the end in subfield $5

Example of a 688 field added by the authority loader program:
688 ## $a Heading changed 20041206 from: 110:1#: _$a Great Britain. _$b Inspectorate of Schools (England and Wales) $5 IEN
This convention allows for lossless translation of subfield $a into the original form of the authority record’s 1XX field, should that translation ever be called for. (For example, the cataloger’s toolkit would use this information when the operator clicks the ‘Big red Q’ button.)
The authority loader will create a 688 field each time the heading changes. An authority record will contain as many 688 fields as necessary. The loader will create the 688 field even if the changed headings is also represented as a reference tracing.
In a similar manner, the program will record in a 688 field any change to 008/32 (non-unique heading). This note will not contain a colon.
688 ## $a Heading changed 20050416 from non-unique to unique
Appendix K: Categories of errors detected by BAM
Much work needed here, obviously.

The category of ‘inappropriate things’ includes any problem the BAM tools can detect, and also the following:

· delete record whose heading matches a bibliographic heading, or part of a heading in another authority record
any new or updated record for a ‘non-unique’ heading whose matching bibliographic records cannot be found among the authority record’s 670 fields

� The program will use the BatchCat interface to load records into a Vger database.


� In rare cases, this new loader program will not be able to load new and changed authority records directly. For example, because of deficiencies in the BatchCat interface, the program will not be able to load new and changed authority records for subdivisions (records with 18X fields). In those cases, it will write the rejected records to a file in MARC format. (Only new and changed records will be written to such files; these files will not contain any deletes.) One way to get such records into the Vger system would be to use the bulkimport program. (If there aren’t too many records in the file, another way would be to use the cataloging client.)


� Northwestern University Library’s authority loader, in use through mid-2005, performs many of the tasks described in this document, but in a way that makes the program unsuitable for general distribution.


� This source file may come directly from the creator of the records, such as the National Library of Medicine or the Library of Congress, from an intermediary such as Peter Word, or from a vendor of authority control services such as LTI.


� For a description of the heading correction workflow into which the authority loader will on option feed its requests, see MakingChangesToHeadings.doc, available from this folder: � HYPERLINK "http://www.library.northwestern.edu/public/CorrectionReview/" ��http://www.library.northwestern.edu/public/CorrectionReview/�


� These error reports are not intended to be viewed directly by an operator, but rather through the mediation of this program. The conflict resolution program allows an operator quickly to determine the proper resolution of a problem by drawing information from Vger and presenting it in a clear manner, and providing tools for resolving most errors with just a click or two. Some error conditions to be detected by the authority loader program are new, and are not yet defined for the conflict resolution program. For a (somewhat dated) description of the conflict resolution program, see Detecting�And�Resolving�Database�Errors.doc, available from this folder:


� HYPERLINK "http://www.library.northwestern.edu/public/ConflictDetection/" ��http://www.library.northwestern.edu/public/ConflictDetection/�


If an institution chooses not to handle program-detected errors via the heading correction work stream, the program will instead send reports to the conflict resolution program for presentation to an operator.


� For pre-processing that will on option be performed on MeSH headings, see Appendix A.


� Files from the Library of Congress do not contain such a mixture of records; but records from an authority control vendor may be so mixed. If the special processing of MeSH 072 fields is not requested, then MeSH authority records may also be mixed into the source file with other types of records.


� The program is capable of reading files in either the older ‘segmented’ format or the ‘flat’ format. The program discards any records in the source file bearing Leader/06 code (type of record) other than ‘z’ (authority record).


� The program will automatically adjust itself for the Vger system to which it is attached, and convert the incoming records to either Vger/RLIN ‘legacy’ or UTF-8 encoding. The program may be told the character set used to encode records in the source file, or it may be allowed to guess the encoding on its own. For other changes that the program makes to records as it reads them from the source file, see Appendix C.


� For control numbers, see Appendix B. The program retains only the latest record in the source file that bears a given control number. It does this in order successfully to handle files of authority records created by the Library of Congress just after LC’s migration to Vger; these files contain duplicate records.


� The program prepares two normalized headings: one using NACO normalization and one using Vger normalization. The program writes to a MARC output file those records that lack either a control number or a 1XX field.


� In other words, the program will silently remove an authority record deleted because it duplicates the heading in another record.


� Maybe do something special in the report if the deleted record’s 010 appears in subfield $z in a different authority record?  And also: what, if anything, are we doing with subfield $z in any case?


� Unfortunately, an incoming ‘delete’ record often does not contain the heading found in the record-to-be-deleted: it may simply be the text ‘Deleted record’, or it may reflect a heading that was in the process of being changed when a duplicate record was discovered. The search by the heading in the incoming record when the authority file does not contain the record to be deleted may therefore not accurately represent the current state of local bibliographic records.


� If the program finds more than one match for the control number, it will overlay the record with the lowest Vger record number and report the other record(s) for manual intervention.


� See the scheme in Appendix E.


� If this option is selected, the program will preserve the former 1XX field in a 688 field in all cases. (See Appendix J.) I probably want to get out of the business of trying to decide whether the old heading might possibly make an allowable 4XX field.


� See Appendix E for a discussion of the blocking convention.


� The associated error report will note whether the headings in the two records are the same or differ; and whether or not bibliographic records contain the heading found in the existing version of the record.


� If the old heading appears in a 4XX field, the conflict between that 4XX field and any bibliographic headings will be spotted during the BAM step near the end of the loading process.


� Heading changes that involve only differences in capitalization, diacritics, etc. will not be submitted for operator review.


� For the purposes of the loader, it doesn’t matter whether the heading is to move from non-unique to unique, or from unique to or non-unique.


� Specifically, not including any bibliographic records covered by other authority records in this file containing the non-unique record’s 010 $a in a 667 field.


� Because of a long-standing bug in the Vger BatchCat interface, the program cannot add new subdivision records or overlay subdivision records itself; so all new and changed subdivision records will eventually referred to the operator. The operator can process these records through the Vger bulkimport program, or load the records through the cataloging client. Test to perform: has this been fixed in the Unicode version? Test to perform: can all versions of BatchCat delete subdivision authority records?


� This BAM step employs the heading verification tool also included in the cataloger’s toolkit.


� See Appendix K.


� Can we not do something about this?


� These examples do not necessarily show all of the 550 fields that would be added to the listed authority records during the processing of a file of MeSH records, but only those supported by the 072 fields included in the preceding table. For example, the authority records for the headings Body Regions and Upper Extremity will have many additional narrower-term reference tracings.


� This test of the 001/010 fields catches the occasional authority record supplied by the Library of Congress with the ‘sp’ or similar prefix. The letter ‘p’ is used by the Library of Congress in control numbers for authority records in process. Records with this prefix are not intended for distribution, but one occasionally slips through.


� Can we offer, via a separate program, a way of generating such reference tracings for authority records already present in a library’s database?


� According to Library of Congress filing conventions, century headings are filed as if centuries began on even-hundred years, even though this is of course incorrect. Using this incorrect convention does have the effect of placing the ‘century’ reference tracing ‘ahead’ of other reference tracings for the same century.


� A long-standing bug in the BatchCat interface prevents the program from writing authority records that have matching 4XX and 5XX fields. An operator can use the cataloging client to re-add the missing field. Optionally, leave the 5XX in the record and allow any Vger error to be handled in the same manner as other Vger errors. (This might actually make follow-up work easier.) Test: has this bug been fixed in the Unicode version?


� Northwestern only: only preserve the 035 field with local institution code if the 035 field contains a NOTIS record number.


� The current NUL convention for doing this has become unworkable and will have been changed by the time this program is ready for use at other institutions. I’m going to use something like this: terminal $d in the 040 field ends ‘ BLOCK’ in any mixture of uppercase and lowercase characters.


� This description is written as if there were only one local institution code. In practice, there may be a number of different institution codes used to identify local modifications to authority records; the program can handle any number of local institution codes. The program treats all 09X and 7XX (except 781) fields as local fields, even if they do not bear the local institution code in subfield $5; the program adds subfield $5 to these fields as it copies them to the incoming record. The program ignores 5XX fields in MeSH records even if they bear the local institution code in subfield $5.


� Northwestern’s current authority loader inspects only subfield $a; but it seems proper to add subfield $d.


� OK, it also defines subfields $5, $6 and $8, but you know what I mean.


� Extend this on option also to new records for personal names without dates?





