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References used in the pre-Voyager Cambridge library automation system were extracted and delivered in a series of files, named “900.dat” (about 8 MB), “910.dat” (about 5.5 MB), “911.dat” (231 KB), “945.dat” (990 KB), “950.dat” (84 KB) and “951.dat” (85 KB). These files contain references for personal names, corporate names, conference names, uniform titles, topical headings and geographic names, respectively.
 This identification of type of heading with file is at best approximate; in any case, the file name refers to the heading-referred-from, not the heading-referred-to. The two are not necessarily the same; finding the correct ‘type’ of the heading-referred-to is one of the principal tasks to be accomplished.

After some investigation, it was decided not to proceed with the conversion of 950.dat (topical) and 951.dat (geographic).

Each line in each file represents one catalog reference display. Typical entries in these files contain these elements:

· A system control number

· The date of creation (in the form: yymmdd) in subfield $x, followed by the code “>J”

· Indicators

· The heading-referred-from, which may contain internal subfield codes

· A reference instruction phrase, in another subfield $x

· The heading-referred-to, in subfield $a. This information carries no tag or indicators, and does not (with the occasional exception, of course) contain internal subfield codes

The goal of the project is to convert this information into MARC format; matching wherever possible information in the original Cambridge references to authority records in the LC authority file. The finished product is a set of authority records—some modified LC records, some new ‘local’ records—to load into the Cambridge authority file in Voyager.

The work was done in a series of independent steps, in large part so that the result of one step could be gauged and adjustments made before the next step was undertaken. Performing the work as a series of steps also made it easier to restart work when, as was inevitable, the ODBC connection between Evanston and Cambridge failed for some reason.

Preliminary conversion 1: convert files into Windows ‘text’ format

Read the raw data files, converting pipe characters and the occasional carriage return into the carriage return/line feed pairs expected by Windows. The output files have the same name as the input files, with the extension ‘.txt’ instead of ‘.dat’. The program produces no statistics for this work, only timings. On 20030704, began 07:22:30, ended 07:56:00.

Preliminary conversion 2: character set conversion

Read the text files created in step 1, replacing the Cambridge representation for diacritics and special characters with the MARC21 equivalents, and creating a single tab-delimited output file. (The appendix describes the translation of diacritics and special characters.) Also in this step, exclude references with instruction texts that are not wanted at all.
 Statistics for the run of 20030704:

	File
	Lines read
	Lines written
	Percent

	Names
	99,886
	96,088
	96.2%

	Bodies
	45,406
	42,785
	94.2%

	Congresses
	1,734
	1,558
	89.9%

	Titles
	8,640
	8,484
	98.2%

	Total
	155,666
	148,915
	95.7%


Output file: refs.txt; 18,948 KB.

Preliminary conversion 3: load into database
Read the file created in PC step 2, breaking each line into its components and writing the data to an Access™ database. This creates a table (run of 20030704) with 148,915 rows, the same number as the number of input reference lines. References are read into a database simply so that Access can sort them by the normalized form of the heading-referred-to; this brings references for the same heading together for the next step.

If any of the principal parts of the original reference information (heading referred from, heading referred to, reference instruction phrase) is longer than 255 characters, or is null, the program also writes a tab-delimited version of the data to a text file. (The Access database limits the length of character strings to 255.) The file ‘refsbad.txt’ (60K; about 110 lines) contains the original texts of references with null elements, and elements too long for Access. The records produced by this job stream should be reviewed in light of this file.
[Preliminary conversion 4 was a one-time pass through the data to find cases in which the heading-referred-to contained subfield codes. This step was not part of the final processing of data.]

Preliminary conversion 5: create authority records

Read the Access database created in PC step 3, creating a file with a separate preliminary MARC record for each different heading-referred-to. (Information pertaining to each heading-referred-to is stored in these records in field 190; information pertaining to each heading-referred-from is temporarily stored in repeats of field 490.) For the run of 20030704, the program read 148,915 lines, and created 117,596 authority records. Of these, 21,497 records contained more than one ‘reference’ field.

	1 reference
	96,100

	2 references
	15,694

	3 references
	3,845

	4 references
	1,111

	5 references
	425

	6 references
	201

	7 references
	99

	8 references
	44

	9 references
	25

	10 references
	17

	11 references
	8

	12 references
	6

	13 references
	4

	14 references
	1

	15 references
	5

	16 references
	1

	17 references
	1

	18 references
	2

	20 references
	1

	More than 20 references
	7


Output files: cambridgerefs.mrc (96,100 records): authority records with one heading-referred-from; cambridgerefsmultiple.mrc (21,497 records): authority records with more than one heading-referred from.

Search for original field and tag

With few exceptions, the heading-referred-to in the original reference contains no subfield codes, and there is no associated tag. In this step, the program attempts to find a bibliographic record with the heading of interest; the heading as found one bibliographic record, and the basic part of its tag, will be used in the final step instead of the heading-referred-to in the original reference.

Open the file cambridgerefs.mrc created in step 5. For each authority record, search the Cambridge University Voyager HEADING table for headings that match (or have ‘more’ than) the normalized form of the heading-referred-to found in the record’s 190 field.
 For each matching row in this table, retrieve the corresponding non-subject lines from the BIB_HEADING table, and from these extract the HEADING_TYPE code. If there are no matches, perform the search again; but this time (because “heading type” information isn’t available in subject-derived lines in the BIB_HEADING table) retrieve all of the bibliographic records that contain the heading, and use the tag of the field in the bib record to determine the heading type code.

If, after examining all relevant records, there is one heading type code for the heading (for example, all appearances of the heading are coded ‘personal name’), convert this code into the corresponding MARC tag, and create a new 1XX field in the authority record; the text in the field is the text of the heading taken from the bibliographic record. If the search found no matching headings, write the MARC record to a file of no-hits. If the search found more than one different type of heading, write the MARC record to a file of multiple hits.

When done, perform the same work for the file cambridgerefsmultiple.mrc, and merge the results into a single output file.

In order to save time, some headings with an extremely large number of matches in the Cambridge bibliographic database were set aside, and reviewed by an operator using a separate program. The results of this work were merged into the results from the other files.

Output files:

cambridgerefs.digested0.mrc (no match for the heading in Cambridge bib records: 8,446 records)

single.mrc (single heading type code found: 106,581 records)

cambridgerefs.digested2.mrc (multiple heading types found: 2,570 records)

total: 117,597 records

Only the file containing single matches moves to the next step. Manual review is needed for the no-match and multiple-match files.
Search for matching LC authority records

Using as input the file of ‘single matches’ produced in the preceding step, search the authority file for records that contain the heading of interest. To save communication time, this work took place in Northwestern’s authority file. Output files:

cambrdigerefs.matched.to.lc.mrc: single LC authority record found (58,213 records)

cambridgerefs.matched.to.non.lc.mrc: single non-LC authority record found (686 records)

cambrdigerefs.fuzzy.txt: the only match was a ‘fuzzy’ match (2,693 records)

cambridgerefs.no.lc.match.yet.mrc: no match found (35,333 records)

cambridgerefs.matched.lc.ref1.mrc: heading matched against a 4XX field from one LC record (9,487 records) Cases in which the UkC heading matched a reference in an LC record require review, as the UkC bibliographic heading may need adjustment.

cambridgerefs.matched.lc.ref2.mrc: heading matched against a 4XX field from more than one LC record (168 records)

The files containing ‘fuzzy match’ records and matches of more than one LC authority record do not figure in the remaining steps. Manual review is needed to resolve these problems.
If the routine finds an authority record, the output file contains the original made-up authority record followed immediately by the LC or Northwestern authority record; this constitutes a ‘pair’ of records for the next step.

Final conversion

This work proceeds in several stages, using in turn several of the files produced in the previous step.

Read each pair of records in the ‘cambridgerefs.matched.to.lc.mrc’ file (Cambridge heading matches LC heading). Retrieve the LC authority record from the Cambridge authority file. If the original Cambridge heading is significantly different from the LC heading, add either a 4XX or 688 field for the Cambridge heading. Create a 4XX field for each Cambridge 490 field significantly different from the LC 1XX and 4XX fields. (Creation of 4XX fields involved the conversion of UKMARC subfield coding to MARC21 subfield coding and punctuation.) For LC series authority records, and for local title and name/title headings, find the first bibliographic record in the Cambridge database that contains the heading in a 4XX or 8XX field. For series, pull information from the bibliographic record into the authority record.
 If an LC authority record is modified for any reason, also add 035 fields for the control numbers for the references from the previous Cambridge system.

Pairs of records read: 58,214

LC authority records modified and written to output: 22,797


32,968 035 fields added


1,420 090, 646:c and 667 fields added (series classed together)


24,382 4XX fields added


720 5XX fields added


4,912 642 fields added


5,372 644 and 645 fields added


3,952 646:s fields added


3,780 688 fields added (former Cambridge heading not suitable for reference)

Similarly, read each pair of records written to the ‘cambridgerefs.matched.lc.ref1.mrc” file (Cambridge heading matches 4XX in LC record). Processing is similar to that described just above, except that the Cambridge heading will at most become a 4XX or 688 field.

Pairs read: 9,487

LC authority records modified and written to output: 5,303


7,183 035 fields added


133 090, 646:c and 667 fields added


5,339 4XX fields added


190 5XX fields added


466 642 fields added


515 644 and 645 fields added


382 646:s fields added


2,182 688 fields added

Finally, read in turn the cambridgerefs.no.lc.match.yet.mrc and cambridgerefs.matched.to.non.lc.mrc files created in the previous step. (These are records for which no matching LC heading was found.) When reading the second of these, discard the non-LC—i.e., Northwestern—authority record.) Convert the made-up authority record used in the previous several steps into a MARC record acceptable for loading. Discard records that do not contain at least one 4XX field.

Reads read: 36,019

Records output: 35,411

3 022 fields added


2,223 090, 646:c and 667 fields added


43,622 4XX fields added


1,967 5XX fields added


4,185 642 fields added


4492 644 and 645 fields added


2,269 646:s fields added

At the end of this step, the output file cambridgerefs.converetedfinal.aut was thought to contain modified versions of LC authority records and original authority records ready for loading at UkC. Total records in file: 63,211.

It was discovered on review that some of the records in this database contain malformed headings, and quite a few do not contain UkC 4XX or 5XX fields. 511 LC authority records and 2,926 UkC authority records were discarded in a special pass through the output. Final output file ready to load into UkC database: cambridgerefs.convertedfinal.clean.aut; 60,513 records

	
	LC records
	UkC records

	Total
	25,618
	34,895

	1 4xx field
	21,565
	26,861

	2 4xx fields
	2,596
	4,812

	3 4xx fields
	503
	1,296

	4 4xx fields
	165
	345

	5 4xx fields
	42
	126

	6 4xx fields
	18
	55

	7 4xx fields
	10
	25

	8 4xx fields
	8
	17

	9 4xx fields
	1
	2

	10 4xx fields
	0
	4

	> 10 4xx fields
	9
	3

	1 5xx field
	823
	1,666

	2 5xx fields
	35
	120

	3 5xx fields
	3
	8

	4 5xx fields
	2
	3

	>4 5xx fields
	2
	1



Appendix: Conversion of Cambridge notation for diacritics and special characters

Diacritics and special characters are indicated in the Cambridge reference files by symbols contained within braces. The conversion program locates each of these and replaces it with an equivalent. This equivalent, while not MARC21 in itself, can be converted directly into MARC21, and MARC21 strings can be converted directly into strings that employ this equivalent. The advantage of these equivalents is that being plain text they can safely be stored in all contexts; and routines already exist to convert them into MARC21 and back again. (As it happens, this symbol set originates with conventions used in the NOTIS system for diacritic entry.) External programs will only see the MARC21 characters, so for all practical purposes the program converts Cambridge strings into MARC21.

The following table lists, in no particular order, the codes found in Cambridge references, and the substitutions the program makes internally for them. (If the program encountered a code in curly braces other than one of the defined codes, it notified the operator, so the appropriate adjustment could be made to the program. All mysteries were eventually resolved.)

	Code
	Equivalent
	Code
	Equivalent

	{AC}
	\’ (acute accent)
	{GR}
	\! (grave accent)

	{UM}
	\: (umlaut)
	{LU}
	\$ (ligature, left half)

	{LD}
	\& (ligature, right half)
	{MZ}
	\t (myagkii znak)

	{BR}
	\) (breve)
	{.}
	\. (dot below)

	{HK}
	\v (hacek)
	{SUPD}
	\f (superior dot)

	{MC}
	\- (macron)
	{i}
	\i (Turkish dotless ‘i’)


	{AL}
	\, (alif)
	{Ayn}
	\h (Ayn)

	{TL}
	\( (tilde)
	{LH}
	\; (left hook)

	{CD}
	\j (cedilla)
	{CF}
	*
 (circumflex)

	{..}
	\_ (double dot below)
	{ae}
	\a (ligature ae)

	{O}
	\O (slash O)
	{Th}
	\P (uppercase Thorn)

	{UPM}
	\w (upadhmaniya)
	{_}
	_ (non-spacing underscore)

	{d}
	\d (slash-d)
	{Ang}
	\% (Angstrom)

	{l}
	\l (slash-l)
	{HCC}
	\g (high comma, centered)

	{SUP0}
	\\p0 (superscript 0)
	{vtu}
	\u (hooked u}

	{RH}
	\c (right hook)
	{L}
	\L (slash-L

	{RCD}
	\k (right cedilla)
	{o}
	\o (slash-o)

	{“”}
	*
 (double acute)
	{D}
	\D (slash-D)

	{oe}
	\e (ligature oe)
	{-d}
	\d (slash-d)

	{DA}
	*
 (dagger)
	{TZ}
	\y (hard sign)

	{th}
	\p (lowercase thorn)
	{OE}
	\E (ligature OE)

	{AE}
	\A (ligature AE)
	{vto}
	\q (hook-o)

	{!}
	\T (inverted exclamation)
	{Dec}
	\x (medial dot)

	{P?}
	\? (pseudo question mark)
	{CB}
	\* (candrabindu)

	{subc}
	\@ (circle under letter)
	{__}
	\= (double underscore)

	{SUP2}
	\\p2 (superscript 2)
	{SUP7}
	\\p7 (superscript 7)

	{?}
	\J (inverted question mark)
	{sub-}
	\\b- (subscript hyphen)


� These files contain, in effect, UKMARC bibliographic records with no bibliographic information, just a cross reference field.


� Some geographic headings were later discovered in the 910.dat file; it is possible that not all were found.


� The program discarded references whose instruction phrases (in any combination of upper- and losercase letters) contained ‘old catalog’, ‘in the author/title’, ‘in author/title’, ‘in the subject’, ‘in subject’, ‘in the old main’, ‘in the supplementary’, ‘in supplementary’ and ‘in old cat’. The program discarded 6,751 such references.


� Why it was felt necessary to segregate records with one reference from records with more than one reference no longer clear. There was also a third file, ‘cambridgerefswhoppers.mrc’ which contained the 7 records with more than 20 4XX fields. Records in the ‘whoppers’ file are also present in the ‘multiple’ file. The two files of authority records (those with one and those with more than one 490 field) were later merged into a single file.


� If a bibliographic heading has ‘more’ than the desired heading, the division point must be at an acceptable subfield boundary.


� Many of the records written to this file of ‘multiple heading type codes’ were sent there in error; the headings have multiple heading type codes only because they are used as both subjects and non-subjects. These were later filtered out, and added into the final output.


� After most of the work described here was complete, it was discovered that a bug in the searching algorithm resulted in the dumping into this file of 140 authority records that should have gone into the ‘single matches’ file. The number involved was judged too small to warrant the reprocessing of the data from this step forward.


� Why there is one more record in the output files than in the input file is one of the great unsolved mysteries of this project.


� The ‘non-LC’ records are Northwestern records never contributed to the shared authority file. The Northwestern authority records are thrown away in the next step.


� Of these, 130 matched against references in 2 LC records, 19 matched against 3, 9 matched against 4, and 6 records matched against 6 or more records (one record matched more than 20 LC records).


� If there is no matching LC authority record, change 008 coding to represent a series, and make an authority 643 field from the bibliographic 260 field. Extract subfield $v from the bibliographic series field and find the classmark in the first holdings record attached to the bibliographic record. If the classmark indicates that the members of the series are kept together, add an 090 field to the authority record. (The tests were: 1) the first three digits of the classmark are numerals, the fourth character is a colon, the fifth character is zero; 2) the classmark begins with one of these sequences: 179. 199. 249. 252. 254. 299. 339. 346. 364. 399. 419. 449. 499. 535. 539. 569. 699. 759. 773. 779. 811. 819. 849. 853. 857. 879. 907. 44:1 45:1 755:1 759:91 581:49 735:91 or 745:51; 3) the classmark begins 758:x1 or 759:x1; 4) the classmark begins ‘L’, ‘M’, ‘P’, ‘Q’, ‘T’ followed by numbers in the appropriate ranges. There seems to be a gap in the program at this point: an appropriate range is not defined for classmarks that begin ‘L’.) If the series heading contains subfield $v, add a 642 field to the authority record. For all series, add 644, 645 and 646 fields for UkC. (We decided to put UkC series treatment in fields separate from other fields to make automatic update simpler.) 


� If the preceding character is also a diacritic or special character, the program uses the normal ‘i’ instead of the Turkish dotless ‘i’.


� The substitution consists of the backslash character plus a character from an unused part of the ASCII code page, which character can’t conveniently be represented here.


� The substitution consists of the backslash character plus a character from an unused part of the ASCII code page, which character can’t conveniently be represented here.


� On the assumption that this dagger represents a death date in a personal name, the program replaces it with subfield $d plus the abbreviation “d.”.





